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1. Motivation / Questions

2. Experimental Setup

Prior likelihood-based response selection often
favors high-likelihood responses.

3. Core Idea: Different Models, Different Learning Dynamics 5. Dual-view Learning Dynamics

4. Key Empirical Findings 6. Theory: Geometric Intuition

7. Practical Takeaway

Is high-likelihood data always best?

Data selection jointly with model capacity and compute budget.

Larger models trained on low-likelihood
datagradually move closer to the teacher distribution.

Small models struggle to absorb off-distribution
larger models shift further and more stably.

High-capacity: Low-capacity:

Data act as a mirror of
teacher knowledge.

Limited student capacity
shrinks the portion

of teacher knowledge
that can be transferred.

Constrained
Data Space

Low-capacity
Model Space

Data Space

Teacher

Student

High-likelihood data gives
faster early gains, especially
for smaller models.

For larger models,
low-likelihood data
improves later and can
surpass high-likelihood.

Small models under low-
likelihood training often repeat
or get lost; larger models can
eventually reason correctly.
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Learning Regimes Across Model Capacity

Small Model / 
Short Budget

Transition Regime

Large Model /
Longer Budget

prefer high-likelihood data

checkpoint-sensitive, mixed behavior

low-likelihood data can unlock stronger reasoning

Fast-Fit / 
Sustained Slow-Gain Reversal

Fast-Fit / Unstable Slow-GainFast-Fit / No Catch-up

High-likelihood consistently better High-likelihood early,
low-likelihood improves later

Low-likelihood can surpass 
with longer training

Low capacity (1.5B - 3B) Transitional capacity (4B - 7B) High capacity 8B

Learning Regimes Across Model Capacity

Small Model
Low Capacity - Fast Fit

Small Model
Low Capacity - Fast Fit

Exploit Local
Knowledge

Explore Unfamiliar
Knowledge

HIGH-LIKELIHOOD SELECTION
Exploitation

HIGH-LIKELIHOOD SELECTION
Exploitation

I'm lost!

Don't rush!
Aim higher

We identify a capacity-dependent Fast-Fit / Slow-Gain phenomenon and provide both empirical and theoretical explanations for when high-likelihood or low-likelihood supervision is most effective.
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Data

Selection

Training

Evaluation

1.5B to 8B models across Qwen
and Llama families.

Teacher-generated reasoning
responses on MATH12K.

Compare early training and longer training.

High-likelihood vs low-likelihood
examples based on student likelihood.

Pass@8 on 10 reasoning benchmarks:
AIME, AMC, CHMATH, GAOKAO,
GPQA, Grade School, KAOYAN,
Minerva, Olym. Bench

Teacher View: Loss under Teacher Model

Student View: Loss under Student Model
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A Early-Stage Benifit 
(All Models) B Qwen2.5-7B C Qwen3-8B D Llama (Cross-

Family Evidence)

Select
responses
that fit the

student
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